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Recent work has begun to leverage commercial headphones for ear canal health monitoring. However, existing solutions
are limited to detecting coarse abnormalities using single-frequency probe tones and specialized hardware. Detecting fine-
grained conditions—such as tympanic membrane retraction—remains a significant challenge due to anatomical variability,
the limitations of low-sensitivity microphones, and the uncontrolled nature of real-world audio. We present EarCSI, a
reconstruction-driven framework that enables precise ear-canal sensing from passive broadband audio using commodity
headphones. The core of our system is a lightweight frequency-domain Channel Reconstruction Module, which models the
ear canal geometry by analyzing spectral features such as peak spacing and angular propagation behavior. To achieve this, we
design a set of novel estimation techniques, including peak-trough-based coarse length inference, spectral angle-based shortest
path estimation, and a reflection-aware transfer matrix model that captures cumulative impedance effects. These methods
allow the system to reconstruct user-specific ear canal profiles without per-user training or access to invasive scans. Through
modeling and experimentation, we uncover a critical constraint: reliable reconstruction requires signal duration, even for
short ear canals. To ensure robustness in daily scenarios, we further introduce signal-level and distribution-level interference
mitigation strategies that compensate for background noise, headphone misalignment, nonlinearity, and environmental drift.
Ultimately, a low-latency classifier extracts health-related features from the reconstructed frequency response and accurately
detects tympanic retraction.

EarCSI achieves over 95% classification accuracy and under 5% reconstruction error across 88 ears using multiple commercial
headphones, operating in real-time (168 ms latency). It enables passive and continuous monitoring of tympanic responses
during everyday listening, offering a new pathway for personalized auditory health sensing.
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1 Introduction

As ubiquitous sensing technologies advance, commercial off-the-shelf devices often provide sufficient accuracy,
allowing many essential yet non-demanding functions to be achieved using inexpensive or repurposed hardware,
thereby voiding the complexity [9, 17, 21] and cost of highly specialized equipment [16, 20, 53, 57]. This low-cost
design philosophy is also gaining traction in health sensing [4, 5, 7, 11, 13, 19, 35, 38, 45, 52, 54].

The health of the ear canal is crucial for hearing protection as it directly affects an individual’s auditory
perception. Therefore, early detection and monitoring of ear-related conditions are essential. However, existing
otological diagnostic methods typically rely on specialized medical equipment, which is costly and requires
professional operation [47], making them unsuitable for routine monitoring. As a result, the use of headphones
and microphones for ear canal health detection has become a growing research focus.

‘Warning! The volume of
these music clips is too loud.

Music not exceed the Music exceed the individual's
individual's tolerance tolerance

Fig. 1. EQrCSl protects user’s hearing while user listening to music

Recently, portable solutions utilizing smartphones and headphones have emerged, offering a more affordable
and accessible alternative for hearing detection. For example, some systems [4] utilize commercial headphones to
emit dual-tone signals for OAE detection, making hearing screening more affordable. However, they still need to
combine special accessories [5, 7, 13, 35, 38] and interrupt normal activities, such as music playback.

In addition, ear health monitoring methods have been developed that track environmental sound levels or
headphone volume to alert users when certain thresholds are exceeded [6, 27, 30, 46]. However, these approaches
often fail to account for individual differences in sound tolerance [8, 29, 36, 55], making them less effective for
personalized hearing protection. Ultrasound technology has also been explored for health monitoring [11, 45],
with systems emitting sound waves in the ear canal to detect changes related to heart rate. However, these
methods are limited by device sampling rates, earwax interference, and the need for specialized hardware.
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Furthermore, personalized models for ear health monitoring often require user-specific data for training,
raising concerns about data privacy and real-time performance [26, 33, 48]. Some methods [1, 3, 10, 14, 22—
24, 28, 32, 39, 40, 44, 50, 51, 56] aim to generalize models using large datasets, but these solutions tend to require
extensive data collection, limiting their practical application.

Despite recent advancements in fine-grain technology [15, 18], existing research on ear canal health monitoring
still faces three key challenges in achieving widespread applicability. First, current methods rely on single-
frequency, strictly fixed-volume probe tones, which typically require users to pause audio playback or voice calls,
limiting their usability in real-world scenarios. Additionally, many of these approaches depend on high-precision,
wideband speakers and microphones, whereas commercial off-the-shelf (COTS) headphones and microphones,
constrained by practical application scenarios and human auditory range, are generally not equipped with such
specialized hardware. Second, most existing methods focus on detecting ear canal conditions with noticeable
structural changes (e.g., tympanic membrane perforation or effusion) or periodic characteristics (e.g., heartbeat),
yet remain ineffective in identifying fine-grained ear conditions such as mild inflammation or tympanic membrane
retraction. Finally, due to the ear canal’s complex and highly individualized structure, current solutions often rely
on supervised learning and per-user training to adapt to different users’ ear characteristics, which significantly
limits their scalability and real-world deployment.

Overcoming these challenges requires addressing several key technical hurdles. First, how can fine-grained
variations in ear canal reflection signals be captured without the need for supervised learning or per-user
training? Second, the inherent complexity of personalized ear canal structures introduces significant variations in
acoustic propagation when using non-standard probe tones (e.g., varying volume levels). These anatomical and
signal-driven differences create user-specific spectral responses, complicating reliable geometry inference and
health detection. Third, how can system stability be maintained under motion artifacts, headphone misalignment,
nonlinear effects, and environmental drift—challenges commonly arising during everyday use and known to
interfere with consistent detection accuracy?

To address these challenges, we present EarCS], a reconstruction-driven ear canal sensing framework that
passively monitors tympanic membrane retraction using commercial headphones. Rather than relying on fixed
probes or supervised learning, EarCSI estimates the geometry and reflective behavior of the ear canal directly
from everyday acoustic signals. Our key contributions include:

e Frequency-Domain Reconstruction of Ear Canal Geometry. Guided by simulation-driven analysis,
we propose a novel approach that models the acoustic reflection path using spectral cues derived from
everyday audio. By analyzing the spacing of spectral notches and their angular propagation behavior
(§ 4.2.3), we estimate the canal’s cross-sectional area profile (§ 4.4) through a combination of layer-wise
reflection modeling and global inverse optimization (§ 4.6). We further propose computationally efficient
approximations (e.g., Taylor-based inversion and low-rank updates) to accelerate real-time deployment
without sacrificing accuracy.

e Robust Inference from Passive Audio Signals. Unlike medical probes that use controlled stimuli,
our system supports variable, non-standard audio inputs—including music and voice—by introducing a
reflection-aware transfer matrix model (§ 4.7). We further identify a minimum signal duration threshold
(§ 4.8) and demonstrate that even under everyday playback, sufficient reflections are retained for accurate
sensing.

o Interference Mitigation for Daily Usage. To ensure real-world deployability, we design a lightweight In-
terference Mitigation Module (§ 5.1-§ 5.4) that addresses four key challenges: background noise, headphone
leakage, motion artifacts, and nonlinearity. For instance, we detect headphone misalignment via phase
slope deviation and use FID-based domain adaptation to compensate for temperature-induced spectral

shifts.
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o Low-Overhead Health State Classification. We extract health-related features from the reconstructed
canal response and apply LDA-based dimensionality reduction (§ 5.5) for efficient detection of tympanic
membrane retractions across personalized canal morphologies, achieving over 95% classification accuracy.

We evaluate EarCSI across 88 ear canals and multiple commercial headphones. It achieves real-time operation
(168.38 ms latency), generalizes across various musical signals and environments, and performs robustly even
under non-ideal hardware conditions. Notably, we demonstrate that tympanic reflexes can still occur under "safe"
listening volumes, introducing a previously overlooked application scenario: passive and continuous auditory
risk monitoring during everyday audio playback.

2 Related Work

Recent ubiquitous-sensing studies have shown that many tasks once thought to demand bespoke laboratory
hardware can be realised with commodity or even repurposed components: smartphone identify liquid compo-
sition [15, 16], light assess beverage quality [17, 18], commercial Wi-Fi reflections detect fire events [57] and
environment [9]. Motivated by this trend, researchers have begun to revisit otological diagnostics with an eye on
cost and ubiquity.

2.1 Hearing Protection and Detection Technology

Hearing protection and detection have always been research hotspots in the fields of medicine and engineering.
Traditional hearing detection typically relies on professional medical equipment, such as pure-tone audiometers,
otoacoustic emission (OAE) devices, and tympanometers. While these devices can provide accurate detection
results, they are costly, complex to operate, and require professional personnel, limiting their widespread
application among the general population. For example, acoustic reflex detection requires a specialized probe
containing a speaker and a microphone (high sensitivity, -20 dBV/Pa), providing a high signal-to-noise ratio (80
dB), low background noise (-150 dBV), and low harmonic distortion (<0.3%) to emit detection sounds and collect
reflected signals [47]. Such equipment is typically expensive (around $40,000), making acoustic reflex detection
difficult to popularize in resource-limited areas.

In recent years, with the proliferation of mobile devices and technological advancements, researchers have
begun exploring methods for hearing detection and protection using mobile devices (such as smartphones and
headphones). Justin Chan’s team has made significant progress in this field. They designed a system that uses
commercial headphones and microphones to emit dual-tone signals for OAE detection, thereby achieving hearing
screening [4]. This system leverages the portability and ubiquity of mobile devices to reduce the cost of hearing
screening and improve its accessibility. Researchers have also made some progress in acoustic reflex detection.
For example, Gerum [13], Chertoff [7], and Miller [35] developed auditory reflex detection systems that combine
specialized sensors, hearing aid receivers, and data acquisition cards to achieve high-precision signal acquisition.
However, these methods require expensive, high-precision equipment, and moreover, these approaches typically
rely on specially crafted probe tones and must be performed in a quiet, acoustically stable environment, which
further constrains their real-world applicability. While Huang [19] considered the effects of volume fluctuations
and proposed techniques for mitigating their impact using commercial devices, the system did not account for
more complex variations in ear canal geometry.

These portable hearing detection devices address some limitations of traditional equipment. However, they
interrupt music playback and voice calls during detection, which limits their convenience in daily use. Unlike
these methods, EarCSI directly uses music as the emitted sound signal for hearing detection, allowing for hearing
protection without interrupting music playback. This approach not only enhances the user experience but also
better integrates into users’ daily lives, enabling continuous hearing monitoring and protection.
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2.2 Coarse Grain Ear Health Monitoring

In addition to early detection of hearing loss, existing studies also monitor environmental sound levels and
headphone volume4q or personal sound exposure levelg, B( to alert users when volume or listening duration
exceeds thresholds. However, these methods mostly belong to coarse-grained ear health monitoring and cannot
accurately re ect an individual's hearing status. Each person's tolerance to sound vati#sgnd methods
relying on xed thresholds cannot cater to the diverse needs of di erent users. For example, some people may
have a higher tolerance to louder sounds, while others may feel uncomfortable at lower volumes. Therefore,
these coarse-grained methods have certain limitations in practical applications.

To overcome this issudzarCSldetermines whether the volume is appropriate by monitoring the presence of
the acoustic re ex in the user's ear. Acoustic re ex is a self-protective mechanism triggered when the cochlea
exceeds its tolerance, causing the stapedius muscle to contract and reduce sound wave transmission to the
cochlea B1, 37). By monitoring acoustic re exEarCSkan more accurately re ect an individual's hearing status,
achieving personalized hearing protection.

2.3 Health Monitoring Based on Ultrasound

In recent years, some studies have utilized ultrasound technology for health monitoring. For example,JAPG [
emits ultrasound signals within the ear canal and measures changes in ear canal volume caused by heartbeat
through the re ected signals, achieving heart rate and heart rate variability detection. This method leverages the
high resolution and sensitivity of ultrasound signals to detect minute changes within the ear canal. However,
ultrasound methods also have some limitations. Firstly, the sampling rate of mobile devices limits the frequency
range of ultrasound signals, which may a ect detection accuracy. Secondly, impurities such as earwax in the ear
canal can quickly a ect the propagation of high-frequency ultrasound signals, leading to signal distortion or
loss. Additionally, the emission and reception of ultrasound signals require specialized hardware support, which
increases the cost and complexity of the equipment.

Unlike ultrasound method€:arCSbnly uses headphones and built-in microphones for sensing. This approach
not only reduces hardware costs but also enhances system scalability and usability. By using music signals as the
detection sourcelzarCSkan achieve continuous ear health monitoring without a ecting normal user usage.

2.4 Supervised Learning Based on Individual Training

Inthe eld of ear health monitoring, individual di erences are an essential factor. Each person's hearing threshold,
sound tolerance, ear canal shape, and headphone wearing style vary, necessitating the training of a supervised
learning model for each usePf. However, collecting user data in practical applications may pose particular

di culties, and data privacy and security are also signi cant concerns.

Alternatively, some studies achieve model generalization and transfer by collecting large amounts of data
[14 586, reducing dependence on user data. However, these methods often require large-scale model parameters
to memorize and analyze the collected data, and necessitate extensive user data for training, which limits system
real-time performance and response speed.

To overcome these challengdsarCShuses a simple LDA linear model to classify re ection signals and adjusts
the trained LDA model using estimated ear canal length and shape information (CSI) to achieve model transfer
and generalization between users. This approach not only reduces dependence on user data but also improves
system real-time performance and response speed.
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3 Preliminary
3.1 Motivation

Many ear health-related diseases induce signi cant variations in ear canal characteristics, such as middle ear
e usion and tympanic membrane perforation. These conditions can be detected using professional equipment,
including high-precision, wideband headphones and microphones, combined with single-frequency, xed-volume
probe tones. For certain recurring ear conditions, such as otitis media and water ingress into the ear canal,
existing approaches leverage data collection and model training for classi cation. However, these methods exhibit
poor applicability in ne-grained ear condition detection, such as mild in ammation or tympanic membrane
retraction. For instance, during music playback, tympanic membrane retraction may indicate excessive exposure
to high-intensity sound, potentially leading to irreversible cochlear damagg B7, 43. However, such damage
often lacks noticeable subjective sympton#§,[making it di cult for users to perceive. Therefore, enabling
real-time detection and hearing protection functionality on commercial headphones is of critical importance.

However, detecting tympanic membrane retraction presents signi cant challenges. The phenomenon is ex-
tremely subtle and typically requires high-precision medical-grade equipment for recording. To date, no research
has demonstrated a detection mechanism based on commercial headphones. Additionally, commercial headphone
microphones and speakers are designed to operate within the human auditory range (20 20,000 Hz), which
restricts their direct applicability to high-sensitivity acoustic measurements. The unique geometrical variations
of individual ear canals, coupled with their complex acoustic propagation characteristics, further reduce the
likelihood of capturing relevant acoustic feedback using commercial devices (as elaborated in the experimental
section).

Furthermore, implementing hearing protection in real-world daily scenarios introduces additional technical
challenges. For example, music volume dynamically uctuates based on content, potentially causing nonlinear
distortion and irregular volume variations in received signals. Moreover, users may engage in daily activities
such as walking, exercising, or chewing while listening to music, introducing further motion-induced interfer-
ences. Consequently, ensuring robust detection under non-standard probe tones while e ectively suppressing
environmental disturbances remains a critical challenge in achieving this goal.

3.2 Feasibility Study

3.2.1 Experimental Setiince tympanic membrane retraction is more easily reproducible, we use it as the
experimental basis for our feasibility study. We designed a comparative experiment to explore the feasibility of
using commercial microphones for tympanic membrane retraction detection. This study used the professional
tympanic membrane retraction detection device, Interacoustics Titan, as the benchmark. The Interacoustics
Titan [47] is a specialized hearing assessment tool equipped with various sensors, o ering high sensitivity (-20
dBV/Pa), a high signal-to-noise ratio (80 dB), low noise oor (-150 dBV), and low total harmonic distortion (115
dB SPL, with total harmonic distortion under 0.3%).

The experiment involved delivering continuous, time-varying stimulus sounds via the device's equipped
headphones while a stable 226 Hz probe tone was used for monitoring. In our setup, the Knowles SPH8878LR5H-1
analog microphone (approximately $1 in single quantity, sensitivity ¥4 05 dBV/Pa, an A-weighted signal-
to-noise ratio 67 dB, and a frequency response ranging from 7 Hz to 36 kHz) operated in single-ended mode via
a standard 3.5 mm audio interface connected to a computer audio input (16-bits, 48 kHz). Measurements were
conducted on both ears of ve volunteers, with a 5-minute rest interval during which the headphone sides were
switched. Full-session data recorded by the commercial microphones were extracted, and time points and re ex
location data detected by the Titan were annotated.

We included control tests using synthetic ear canals with di erent re ective properties for further comparison.
Experiments were performed on a biomimetic ear and a metal tube of similar volume and diameter, which do
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not exhibit tympanic membrane retractions, and corresponding data from the commercial microphone were
recorded.

Fig. 2. Comparison of tympanic membrane retraction perception between professional tympanic membrane retraction
detectors and commercial microphones at di erent loudness levels

3.2.2 Experimental Resultge plotted the average curve representing the variation in the stimulus sound
amplitude and calculated the amplitude di erences of the probe tone between the commercial microphone and
the control group with di erent re ective properties (the left and right Y-axes, respectively, denote di erences
with the biomimetic ear and the metal tube). Additionally, we provided a reference threshold curve based on
changes in ear canal impedance as measured by the professional device. For clarity, the acoustic signals received
by the commercial microphone and the medical device are shown with an o set in Figure 2. An increase in
re ectance is observed when a tympanic membrane retraction occurs.

In the upper subplot of Figure 2, the professional medical device shows a rapid amplitude increase at 70 dB
SPL (equivalent to the volume of a loud conversation), indicating the detection of subtle tympanic membrane
retractions. This amplitude increase becomes more pronounced at 75 dB SPL (approximately the noise level of a
busy restaurant), where the professional device detected a signi cant acoustic response of 0.02 mmho, marking
the presence of a medically meaningful tympanic membrane retraction. The re ex response becomes more
evident at 80 dB SPL (similar to the sound of a blender) and 95 dB SPL (comparable to the sound of a chainsaw in
operation).

We then examined the performance of the commercial microphone. The lower subplot of Figure 2 reveals
substantial uctuations in the commercial microphone's signal without a tympanic membrane retraction (both
curves should approach the dashed line at zero), indicating background noise. As the volume increased, the
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di erence between the two curves, sjicone  1ron, Should approach zero, whilegyman  silicon Should exceed

the threshold curve. However, we observed that while the signal strength received by the commercial microphone
appeared to show a noticeable increase, subtracting the control signal from the non-re ex-producing setup
1 siicone  Iron ) demonstrated that this increase primarily stemmed from irregular noise artifacts induced by
the higher volume, rather than genuine re ex detection.

Fig. 3. Experiment se ing at di erent pedestals

To demonstrate the ability of commercial headphones to detect acoustic re ections, we used a 3D printed
model open at both ends to simulate a curved ear canal (C7, Foreign matter removed), simulating changes in the
tympanic membrane by attaching di erent layers (2, 3, 4) of insulating tape to one end port as di erent pedestals
3; the other end was inserted into the headphone head and kept sealed. Five sets of data were collected under
each base, totaling 15 data sets.

Titan's probe tone (226 Hz) and mono-frequency stimulus tone (click at 500 Hz) are played through the
headphones 'built-in speakers while the microphone picks up the acoustic signals in the ear canal. The sound
pressure of the probe tone remains constant at 65 dB HL, while the sound pressure of the stimulus tone increases
gradually from 50 dB HL to 100 dB HL in 5 dB HL increments. For the received acoustic signal, we obtain the 226
Hz signal using a Type Il Chebyshev Iter and then apply the Hilbert transform to calculate the envelope of the
226 Hz signal.

Figure 4 shows the MSE (Mean Squared Error) confusion matrix between two envelopes. The MSE between
di erent bases is less than the MSE of the same base. We cannot detect changes in eardrum conditions directly
with commercial microphones.

3.2.3 Feasibility Analysis of Commercial MicrophoBeme readers may question whether commercial micro-
phones are capable of detecting such subtle acoustic changes. From a theoretical perspective, tympanic membrane
retraction, caused by the stapedius muscle contraction, leads to a change in acoustic admittance an extremely
small e ect. Acoustic admittance, which re ects the ear canal's ability to absorb acoustic energy, makes the volume

of the ear canal a critical factor in this process. We measured the ear canal volume of a volunteer and found it to
be approximatelyr  0"8ml, corresponding to an acoustic admittance.of= 0°8mS[47. The noise oor of the

microphone at 226 Hz is -140 dBV, which translates to a voltage of approximatgiye oor = 10 %°V  100nV.
At 75 dB SPL, an acoustic admittan&f{[change between 0.08 and 0.1 millisiemens (mS) can be generated,
while the 0.02 mS admittance change due to the tympanic membrane retraction corresponds to a pressure change

of %= — % 1123mPa Given the microphone sensitivity of -26 dBV/Pa, 1 Pa of sound pressure results in

an output voltage ofr = 100 %°V 5012mV, which means the output voltage corresponding to the acoustic

admittance change 564 V, exceeding the noise oor. Considering the signal-to-noise ratio (SNR) of 65 dB,

de ned as

+.
SNR (dBF 20 log,, f‘g"a'

Noise
, the noise voltage can be calculatetigagise = 316nV.

Under these conditions, the signal already surpasses the noise oor, suggesting that, in theory, a commercial
microphone can detect changes due to tympanic membrane retraction. This is because tympanic membrane
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Fig. 4. Dierence in envelope of 226Hz signal at di erent pedestals

retraction is not an instantaneous event but rather a transient process, leading to gradual pressure changes with
minimal signal uctuations. However, it is essential to note that commercial microphones are not originally
designed to capture such subtle signal variations and have signi cantly lower sensitivity than medical-grade
microphones. Consequently, their e ectiveness in reliably detecting the minute pressure variations induced by
changes in acoustic admittance remains limited.

4 Ear Canal Channel Reconstruction

In the previous section, we demonstrated that commercial microphones are not typically designed to capture
minute variations in acoustic signals. Therefore, to e ectively detect the tympanic membrane retraction, we
draw inspiration from communication systems by analyziobannel state information (CSl) , also referred
to as the frequency response curve, to obtain the propagation characteristics of sound within the ear canal. In
communication systems, frequency sweeping is a standard method for acquiring CSI. However, this approach is
not feasible for the ear canal. We conducted simulations of the CSI for ideal acoustic signals under varying ear
canal lengths and sound intensity levels. As shown in Figure 5, altering the ear canal structure (i.e., length) or the
sound volume while keeping other conditions constant results in signi cant changes to the received CSI.
Moreover, the ear canal is not a simple linear conduit. Although a sweep signal can provide response information
across a speci ¢ frequency range, the ear canal's geometric complexities (such as curvature and constrictions) and
various acoustic phenomena (e.g., re ection, scattering, and interference) considerably a ect sound transmission.
Therefore, accounting for the canal's geometric structure is essential to constructing an accurate channel model.
Subsequently, we reconstructed the channel at normal listening volumes, based on these geometric properties, to
obtain the acoustic characteristics of the ear canal. Consequently, the CSI changes can be used to identify the
occurrence of tympanic membrane retraction.

4.1 Wideband Probing for Ear Canal Models
Compared to the frequency-by-frequency sweeping method used by medical deviggsmMe utilized the

properties of the sinc function to generate a wideband probing signal, expressephes® = S"‘;—g@. The probing
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Fig. 5. CSl variations for di erent ideal scenarios

tone we used was 1

Tath
BEC= cosc5e35= SN0

2cC
, Where 5 represents the frequency range of the commercial microphone, typically vé@ith = 50Hz and
Bnax = 2000Hz, andC= 1s. In the frequency domain, the spectrum of our probing tone appears as a rectangular
function, which we used as the initial input to the transfer functionjncigent* 5°, to leverage its at frequency
response for capturing ear canal channel characteristics.

To validate the e ectiveness of this probing method, we conducted tests on custom-designed 3D-printed ear
canal models with various geometries. We fabricated 21 distinct 3D-printed ear canal models with variations in
length, entrance diameter, internal diameter changes, curvature, and the presence of foreign objects. As shown in
Figure 6 and Table 1, the top left corner displays four straight canal models (L1 - 4) as the control group, with
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Fig. 6. Dierent Types of 3D-printed Ear Canal Models with Varying Geometries

Table 1. Geometrical Parameters of 3D-printed Ear Canal Models

Length (mm) Radius (mm) Length (mm) Radius (mm)

S_L35R5 35 5 C_L35R5 35 5
S_L30R5 30 5 C_L30R5 30 5
S_L25R5 25 5 C_L25R5 25 5
S_L30R4 30 4 C_L30R4 30 4

S1 41 3.5 C1 39 3.5

S2 42 3.5 C2 44 3.5

S3 41 4 C3 45 35
S4 42 4 C4 52 4
S5 45 4 C5 45 4
S6 45 4.5 C6 48 4
C7 48 4

di erent lengths (35mm for L1, 30mm for L2 and L3, and 25mm for L4) and entrance diameters (5mm for L1, L2,
and L4; 4mm for L3). The top right corner displays models with varying curvatures (C1 - 4). The bottom left
corner includes diameter-changing models based on L-type canals (S1 - S4) and those with entrance variations
(S5 - S6). The bottom right corner features complex geometries with both curvature and diameter changes (C1 -
4), entrance variations (C5 - 6), and models containing foreign objects (C7). The inner walls were coated with
a silicone layer to simulate ear canal absorption and re ectivity. These 21 models were used in subsequent
simulation experiments.

In this experiment, we aimed to validate the correlation between the frequency response curve and the length
of di erent ear canal models. The headphones were inserted into the ear canal models, and frequency response
data were collected ve times to obtain an average response. Figure 7 illustrates the frequency response curves
for various ear canal models. Beginning with the low-frequency range (1905 Hz), we identi ed the rst prominent
trough below the mean amplitude to estimate the ear canal lengthor the three length-based models (L1 4,

S1 S6), the calculated average errors were 1.61 mm, 1.99 mm, and 1.75 mm, respectively.

In contrast, the curved models (C1 4, SC1 6) exhibited higher average errors of 2.54 mm, 2.4 mm, and 2.1 mm.
This suggests that the increased geometric complexity introduced by curvature a ects the sound propagation
path, leading to more signi cant estimation errors. These results con rm that the intricate structure of the ear
canal contributes to channel uncertainty.
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Fig. 7. Frequency response of ear canals with di erent lengths

The Straight Tubenodel represents a linear ear canal with a length of 35 mm and a radius of 5 mm (S_L35R5),
while the Curve Tubenodel introduces a curved structure with the same length and radius (C_L35R5). Additionally,
we evaluate two more ear canal models: S_L30R5, which maintains a straight structure but with a reduced length
of 30 mm, and S_L30R4, which further decreases the radius to 4 mm. These variations enable a comprehensive
analysis of how geometric di erences in uence the frequency response characteristics. We next design wideband
probing experiments based on 3D-printed canal models with controlled geometry variations.

4.2 Estimation of Ear Canal Length

A reliable estimate of canal length is crucial for distinguishing spectral changes caused by anatomical variation
from those caused by pathological retraction. Existing research has yet to propose a solution for measuring ear
canal length using commercial headphones due to the complex structure, which poses signi cant challenges
for direct measurement. In this section, we outline our approach for converging the ear canal length using
coarse-grained and shortest-path estimations, thereby constraining the range of ear canal length to provide a
foundation for subsequent geometric reconstruction of the canal.

4.2.1 Simulation of Complex Ear Canal Structurks. rst step is to consider the canal's geometric length and
intricate shape to reconstruct the channel state information (CSI) for sound propagation within the ear canal.

One natural baseline approach is to compute the acoustic distance using time-of- ight (ToF) measurements
between emitted and re ected signals. We implemented such a method on commercial Android smartphones
using a standard 48 kHz sampling rate. The speaker emits a sharp broadband impulse, and the microphone begins
recording simultaneously. However, as shown in Figure 8, our experiments revealed that this method produced
substantial errors, exceeding several meters, even when measuring a con ned physical path within the ear canal
(typically less than 4 cm).

We found that this inaccuracy is attribute to three factof§:unknown system latency in API (such as Android
audio APIs), which can introduce unpredictable delays of tens to hundreds of millisecondastable timing
alignment between playback and recording threads; anéhternal audio signal path distortion, including DSP

Proc. ACM Interact. Mob. Wearable Ubiguitous Technol., Vol. 9, No. 3, Article 89. Publication date: September 2025.



Reconstructing Ear Canal Channels for Fine-Grained Detection of Tympanic Membrane Change89:13

Fig. 8. Error in traditional acoustic ranging methods

processing, AGC, and hardware ltering. Therefore, time-domain methods on mobile platforms, where accurate
delay measurement cannot be reliably guaranteed due to system-level uncertainty.

To investigate this issue, we conducted scans of volunteers' ear canals using the Lantos 3D ear canal scanning
system, which is FDA 510(K) registered. This system utilizes an in atable membrane that conforms to the shape
of the ear, accurately capturing the ear canal model. These detailed models were then input into COMSOL
Multiphysics for simulation, as depicted in Figure 9 a and b, where we modeled and analyzed the acoustic
behavior within the ear canal.

Figure 9 demonstrates that, although the emitted sound signal has uniform intensity across all frequencies,
multiple re ections and superpositions at the tympanic membrane result in signi cant amplitude di erences.
This phenomenon indicates that merely limiting volume is insu cient to prevent damage to the ear caused by
high sound levels. The Figure 9 (a) and Figure 9 (b) are 3D models obtained based on scanning data, which are
sound pressure distribution pro les at 19 kHz, and Figure 9 (d) are sound pressure curves received by the eardrum
at di erent frequencies.

Simulation experiments (see Figure 9 (c)) revealed that when sound waves propagate through the ear canal,
they encounter geometric variations (such as bends or changes in cross-sectional area), resulting in partial
re ections and transmissions that form a complex sound eld. Additionally, in the low-frequency range, where
the wavelength of the sound waves far exceeds the length of the ear canal, accurately calculating the ear canal
length based on re ected signals becomes particularly challenging. The precise timing of re ected signals becomes
ambiguous, leading to unacceptable errors in time-of- ight calculations.

Therefore, the traditional ToF-based acoustic ranging, while e ective in open-space environments, fails to
provide accurate or consistent results in complex, small-scale structures such as the ear canal. This motivates
our use of frequency-domain CSl-based modeling in subsequent sections. However, spectral features alone are
insu cient. We next introduce a lightweight discriminative method.

4.2.2 Coarse Estimation of Ear Canal Lenfie. time-of- ight (ToF) approach for signal measurement has
limitations when applied across di erent commercial devices, resulting in challenges in accurately determining
ear canal length. However, by analyzing the frequency response curve at the sound source, we can indirectly
estimate the coarse length of the ear canal. The re ection and superposition of sound waves create standing
wave nodes characterized by zero pressure. The condition for a standing wave node is satis ed when

25;
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Fig. 9. COMSOL simulation model. (a) Outer view of the ear model showing the auricle and ear canal. (b) Sound pressure
distribution at 19 kHz due to multipath reflections. (c) Frontal view of ear canal. (d) Tympanic membrane sound pressure
response across frequency.

. Given that the typical ear canal length ranges between 25 mm and 35 mm, we can infer that when a frequency
5 corresponds to a standing wave node, the lengthf the ear canal can be approximated by

2

;= — 12= 191==(Qele2e""®

45 ’
,where5 190356Hz. Since the ear canal is a three-dimensional space rather than a one-dimensional curve,
internal re ections and complex factors, such as multiple scattering paths, result in nonlinear propagation routes
for signals at di erent frequencies. These e ects cause the measured path length to be generally longer than the
actual physical length of the ear canal. Thus, this method can only be used for a coarse estimation of ear canal
length and should be interpreted as an upper bound.

4.2.3 The Sound Shortest Path Estimalstimating a reliable canal length is essential for reconstructing
acoustic channels with spatial awareness. However, directly obtaining the actual path of the ear canal remains
challenging. Deployment on mobile devices further limits the feasibility of existing learning-based methods,
which are often too computationally intensive or unreliable when used with low-sensitivity microphones in
commercial hardware.
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Fig. 10. When the microphone diaphragm is modeled as a finite line segment, an obliquely incident wave intersects a broader
antinode region (Fresnel-like zone), altering the interference pa ern and thus shi ing the spacing between adjacent spectral
peaks and troughs.

To address these constraints, we propose a lightweight estimation approach based on observed frequency-
domain patterns. Unlike existing methods that rely on global waveform tting or data-driven regression, our
approach leverages a local spectral feature the spacing between adjacent standing-wave peaks o ering both
low computational overhead and robustness to microphone hardware limitations. Our model infers the incidence
angle\ of the dominant acoustic path by analyzing the spacing between adjacent peaks in the measured frequency
response, and then estimates the lower bound of the propagation length using the Squeeze Theorem.

In detail, our theory di ers from traditional methods in that it is based on the fact that the real headphone
microphone is not a point but a small planar diaphragm, e ectively a line segment when viewed in the plane
of incidence. A0 incidence, each antinode stripe in space crosses that line segment at a single location, so
the resulting spectral peak spacing is e ectively equivalent to that of a point receiver. As the incidence angle
increases, each planar antinode (or node) intersects the diaphragm at one or two points, and the spatial region
over which the sound pressure is coherently high expands.

This led us to a key insight: the deviation in spectral structure is not random but systematic, emerging from
the spatial geometry of the microphone's aperture and its interaction with angled wavefronts. This enables the
extraction of reliable spatial cues from the frequency-domain structure alone. Instead, it arises fundamentally
from the nite aperture of the microphone diaphragm. This insight allows us to estimate spatial parameters
directly from spectral features with minimal computational cost. When modeled as a spatially extended sensing
surface, the microphone does not sample a single acoustic ray. Instead, it integrates pressure elds over a nite-
width region spanning the local Fresnel zone. Within this region, the sound signals intersect the diaphragm at
varying angles, generating a distributed interference response. The resulting spectral peaks therefore re ect the
superposition of these spatial intersections, not a xed one-dimensional signal path.

Figure 10 illustrates the geometric relationship between the physical path, the projection direction, and the
position of peak wave interactions on the microphone plane.

Let the actual canal path be de ned as a spatial cUW€ and let®denote the canonical entrance direction.

By Fubini's theorem, the line integral M#C projected onto®is bounded above by the curve length:

1 1
1

1
Vproj = WC B3C !cre= jV\91@j 3C”
0 0

This projection de nes the shortest feasible path length, such thaf, = ! proj = 3+cos\ , where3 denotes the
e ective projection of the microphone aperture (typically around 2 mm), ané the propagation angle relative
to the ear canal axis.
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Fig. 11. Relationship between propagation angland spectral peak spacing5. Theoretical predictions for = 25 30 and
35mm are compared with measured values obtained using curved silicone ear canal models.

Due to multi-path re ections in the curved canal, standing wave patterns form near the entrance. When a
speci ¢ frequency (e.g., 11 kHz) causes a peak on the microphone plane, its adjacent frequency (e.g., 10 kHz)
produces a node approximately 4 (around 2.5 mm) away. Generalizing this behavior, we model the spatial
distance between adjacent standing-wave extrema (peak peak or peak node) as

25
855
where 2 is the speed of soundy and 5 are adjacent resonance frequencies, arll = |5 §j is their
spacing. Equating the physical spacingswith the geometric projectiorBscos\ yields the ideal frequency-angle
relationship:

G= 2212= 100 ==(1e2e"""

8553
Qdear\ © = 212:—>10
indicating that 5 grows proportionally with 1ecos\ . This forms the theoretical foundation to infer the
incidence angle from frequency response measurements. To account for real-world imperfections, we model
the microphone as a nite surface and explicitly incorporate three categories of noise that distort the observed
frequency spacing:

(1) System noispsys: arising from self-noise, analog electronics, and quantization, modeled as additive white
noise. (2) Directivity errof q4;\ °: due to nonuniform microphone sensitivity across incident angles, decreased
response o -axis. We model this using a root functidi;*\ °. (3) Multipath perturbation mp*\ °: caused by
higher-order re ections that introduce angularly dependent path-length jitter, approximate@gags*\ °. Together,
the observed frequency spacing is modeled as a multiplicative correction to the ideal model with an additive
noise oor:

sed : sede

2\ 0=: sed 1, Yir6gir\©, Ymp6mp1\ ° [sys‘
where Ygir andYyp are calibration parameters determined from controlled tube-based reference setups. This
formulation explains how observed5 values can exceed the ideated trend, particularly at larger angles. And,
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to recover the angle from measured data, we remove the additive system noise (estimated from silent segments)
and invert the corrected model:

Ebbs [ sys . N 3
L, YGirBair 1\ ©, Ymp6mp1\ Ya e COS\A

Each adjacent peak pair yields an independent angle estimate.

We conducted experiments using silicone ear canal models with varying curvatures to validate our proposed
angle frequency path-length coupling model. For each ear canal geometry, we rst measured the frequency
response, identi ed the maximum dominant propagation path lengthand extracted the frequency intervalss
between adjacent peaks and troughs in the standing wave pattern. Based on these measurements, we constructed
a weighted correction model incorporating nonlinear error terms to map to the incidence angle. As shown
in Fig. 11, the model exhibits a nonlinear growth trend consistent with theoretical expectations.

Compared to the measured angle data, our model achieves high prediction accuracy across di erent curvature
con gurations, with angular estimation errors within 5 . Furthermore, aggregating estimates across multiple
peak trough pairs e ectively suppresses the interference of outliers. Based on the inferred angle and projected
length, we obtain a reliable lower bound for the acoustic propagation path. In the next section, we explore how
ear canal geometry shapes the formation of standing wave patterns.

N
\*=sec?

4.3 Acoustic Implications of Ear Canal Geometry

Fig. 12. Frequency response of two ear-canal phantoms with identical lengths but di erent radii (4 mm vs. 5 mm).

In previous sections, we estimated canal length by interpreting the standing-wave peak spacing under the
assumption of a uniform, xed-diameter duct. However, in empirical measurements using both smartphone and
wearable-device microphones, we observe a persistent discrepancy between the idealized model and measured
responses. As shown in Fig. 12, two ear-canal acoustic phantoms of equal length but di erent radii (4 mm vs.
5mm) exhibit a peak frequency shift of approximately 1 kHz, and this discrepancy will be further ampli ed
by the low sensitivity of mobile and wearable microphones. Moreover, 3D scan data of the human ear canal
(Fig. 9) con rm that the canal radius varies continuously, leading to signi cant errors when deriving geometric
parameters directly from frequency responses.

To correct this bias, we must extend the classical one-dimensional wave model [12],

m? 1 m?
m& 2 m€
which implicitly assumes a straight duct with constant cross-section. In reality, the ear canal is neither straight

nor uniform; its radius and hence its cross-sectional ared¢@ varies along the propagation direction. We
therefore introduce a spatially varying area functiont@ and adopt the Webster equation from uid dynamics to
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model wave propagation in variable-area ducts. Under this framework, the acoustic frequency response becomes

@M %G
oo FoutGelo _ mG 9ld, |,
Y 1Ge1° Y 1Go1°

This formulation shows that, beyond local pressu#&®, the spatial variation of 1@ critically in uences

both phase and amplitude. Even small changes #& can be ampli ed through phase amplitude coupling,
accounting for the large deviations observed in practice. A complete mathematical derivation is provided in
AppendixAppendix A .

If the empirically measured area variation'® can be incorporated into the wave propagation model, the
systematic errors inherent to traditional xed-area approximations can be e ectively eliminated. We tested our
method on ear canal models with known geometries to demonstrate this e ect. Each model underwent ve
recording trials, with the headphone positioned consistently to minimize variability.

Figure 13 compares the frequency responses of two simulated ear canals with identical geometric lengths but
di erent area pro les. Even when the canal length is held constant, variations in cross-sectional area lead to
substantial shifts and distortions in the resulting spectral patterns.

Using the ground-truth area function 1@ from Fig. 14, we reconstructed the expected acoustic response.
While the xed-area model exhibits systematic spectral deviations, the reconstructed curve closely restores the
true frequency structure. Notably, the reconstruction also captures subtle anatomical irregularities such as
localized narrowing due to cerumen demonstrating that ne-grained morphological di erences can be identi ed
from passive acoustic measurements.

These ndings validate that cross-sectional area variatioh® is a critical factor in recovering accurate
spectral representations. In the next section, we present a method for reconstructi@directly from frequency
response measurements, enabling noninvasive estimation of personalized canal geometry in mobile and wearable
environments.

Fig. 13. Frequency response comparison of ear canals with equal length but di erent area profiles. Despite having identical
geometric lengths, the variable-area canal exhibits notable deviations in its frequency response curve. The reconstructed curve
using the ground-truth ear canal area'@ in Fig. 14 closely approximates the true response, emphasizing the importance of
modeling area variation.

4.4 Ear Canal Geometry Reconstruction

Since the volume velocity 1@ is jointly determined by sound pressu#@ and cross-sectional areal@, and
critically shapes the frequency response of the ear canal, this naturally raises the question: can we leverage
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Fig. 14. Comparison Between the Ground-Truth and Reconstructed Cross-Sectional Area of the Ear Canal, while deviations
reflect minor in-vivo morphological variation

frequency-domain measurements to reconstruét® itself? Inspired by this coupling, we propose an inverse
modeling approach that estimates canal geometry from observed spectral responses.

While prior studies p5 49 primarily employ forward modeling based on known geometries, our method,
in contrast, inverts the problem. We adopt a segment-wise acoustic inversion model solving the inverse prob-
lem reconstructing the geometry from the observed frequency respons# °. By modeling the ear canal as a
sequence of impedance junctions, we recursively estimate the cross-sectional area from local re ections, enabling
spatially resolved reconstruction of canal geometry.

Since the ear canal's cross-sectional area variation is related to the frequency response curve, once the frequency
response 1 °is measured under standard sound pressure level conditions, we calculate the re ection coe cient:

rigo = '€ ected"9°

incident" 5°
The re ection coe cient re ects how impedance mismatches along the canal shape the acoustic signal.

To establish a quantitative model, we assume that sound waves propagate as plane waves within the canal.
This assumption is valid in the low-frequency regime, where the wavelength exceeds the canal diameter and
wavefronts remain perpendicular to the cross-section. Under this condition, the time-domain pressur@:&eC

is separable:

21G+T= B@4%'c
Substituting this form into the wave equation yields the one-dimensional Helmholtz equation:
e |,
1B =0
3¢ -
where: =1 ¢2is the wavenumber.
The local acoustic impedanc¢e!@ is inversely proportional to the cross-sectional area:
d2
1@ =— o

whered is the air density an is the speed of sound. As the wave travels through adjacent canal segments,
impedance mismatches cause partial re ections. The re ection coe cientbetween two neighboring segments
is:

_l=a =1
o, -, =1

B =
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This yields a recursive expression for area estimation:

=1= = 1 .

This recursive model enables layer-by-layer estimation of the canal's cross-sectional pro le. However, the
recursive nature of this formulation is highly sensitive to measurement noise. In the following sections, we
introduce approximation and regularization strategies to address this instability. Full derivations of the wave
equation formulation are provided in Appendi&ppendix B .

To validate our reconstruction pipeline, we tested our method on the ear canal with known geometries. In Fig. 14,
we further compare the ground-truth cross-sectional area of the ear canal with the area curve reconstructed from
frequency responses using our method. Notably, the reconstruct®@ closely approximates the true geometry

1@, even capturing subtle morphological deviations such as cerumen-induced narrowing. This demonstrates
the feasibility of non-invasively recovering individual ear canal geometries from passive acoustic measurements.

However, when applied to high-resolution frequency responses, the recursive formulation is highly susceptible
to noise ampli cation and error propagation, and it is computationally intensive. The following section introduces
a fast, re ection-based approximation that accelerates this process while maintaining geometric accuracy.

4.5 Fast Geometry Inference from Reflection Pa erns

While the recursive formulation based on re ection coe cients allows us to recover the ear canal's cross-sectional
pro le, it introduces a signi cant computational burden due to repeated division operations. This is particularly
problematic for real-time or embedded applications, where computational resources are limited.

To address this issue, we propose a mathematically grounded yet computationally e cient approximation. Our
key insight is that the re ection coe cient' - in each canal segment is typically small (i'ez,! G ), because
adjacent segments exhibit only slight impedance mismatch. Leveraging this, we apply Taylor series expansion to
approximate the ratio:

1 '-
1. 1 2
Substituting this back into the area update equation, we arrive at the simpli ed form:

—1 = 2.0

This approximation avoids expensive division operations while preserving the essential relationship between
re ection and geometry. It also improves numerical stability, making the geometry reconstruction process
signi cantly faster and more robust, which is critical for low-power or embedded implementations.

However, in high-amplitude conditions or near abrupt anatomical transitions (e.g., cerumen obstruction), the
re ection coe cient ' = can locally exceed 0.1, which may violate the small-angle assumption. In such cases, the

rst-order approximation incurs cumulative errors exceeding 20%. To address this, we introduce an adaptive
second-order correction for segments whére j 005 thereby balancing accuracy and e ciency.

This rst-order approximation remains valid under the small re ection assumption:(Y 0"1), which holds for
most smoothly varying canal segments. However, in cases involving sharp morphological changes or pathological
narrowing, the approximation error grows non-negligible. To improve accuracy in such conditions, we optionally
enable a second-order correction term:

1 =t 2o, 220
which reduces the truncation error fron®* 2°to O 2°. In practice, we adopt a hybrid scheme: for segments
where' - j 005 the second-order update is applied; otherwise, the faster rst-order form is used. This adaptive
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correction ensures accurate recovery of local area transitions without compromising overall computational e -
ciency. The full derivation and higher-order terms of this approximation are provided in Apperfdipendix C .

Although our hybrid update rule mitigates local approximation error, the recursive structure remains inherently
vulnerable to error accumulation. In particular, early-stage noise or measurement drift can propagate across
segments, compounding reconstruction inaccuracies, especially in long or anatomically complex canals. To
overcome this limitation, the following section introduces a global inverse modeling framework that directly
solves for the entire geometry pro le via regularized optimization.

4.6 Robust Global Optimization Framework

While the recursive estimation method enables layer-wise reconstruction of the ear canal geometry, it su ers
from a fundamental limitation: Error Accumulation. Since each layer's re ection coe cient is computed based
on the previous layer's geometry, any noise or error, especially in early segments, can quickly propagate and
destabilize the nal result. This forward-chain dependence is akin to a Markov process, where local uncertainty
inevitably compounds without global correction.

To mitigate this, we introduce a robust geometry estimation framework based on numerical optimization
and regularization. Speci cally, we formulate an objective function that minimizes the discrepancy between
the measured and model-predicted re ection coe cients while simultaneously enforcing physical constraints
and geometric smoothness. Unlike existing work that assumes known path length or xed anatomical models,
our optimization framework integrates a physically derived propagation bouhgi, to ! max €stimated from
spectral features using the novel 5 model in Section 4.2.3. This coupling anchors the solution to measurable
constraints, thereby enhancing global consistency.

The core of our method uses a least-squares loss to t the re ection coe cient data:

O
11Eo= » measured® ' 1o 1@
8

To ensure that the reconstructed geometry is not only accurate but also physically plausible, we incorporate
two regularization strategiesf A length constraint, which prevents over- or under-estimating the total canal
length;- An L2 smoothness constraint, which ensures the cross-sectional pro le does not uctuate unrealistically.
The combined objective allows for a globally stable solution, optimized via gradient descent. We implement
gradient-based optimization to minimize the regularized objective. Empirically, the algorithm converges within
100 iterations using a xed learning rate ¢f = 0°01, which strikes a balance between stability and e ciency in
real-time scenarios. The full formulation and gradient derivation are detailed in Appergigendix D .

Our method departs from conventional time-domain or template-based approaches by combining frequency-
domain inversion, spectral-angle constraints, and dual regularization bridging acoustic theory with deployable
sensing in a previously unexplored setting.

To evaluate the accuracy of our regularized optimization framework, we tested the model on 10 anatomically
realistic ear-canal geometries reconstructed from experimental frequency responses, and the 10 ears used in
this experiment were selected from six distinct age brackets (Table 2). As shown in Fig. 15, the estimated cross-
sectional area curves (dashed lines) closely match the ground-truth pro les, with errors remaining consistently
low across most canal segments. Notably, the reconstruction error tends to increase gradually as distance from
the canal entrance increases, re ecting the compounding e ect of frequency-domain uncertainty and re ection
attenuation in deeper segments. Nevertheless, the maximum absolute error remains below,@lemonstrating
the method's robustness and ne-grained spatial delity across a wide range of canal morphologies. And the
average reconstruction errors across di erent age groups remained within a narrow range (2.0 5.2 mith
no apparent correlation to age.

Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 9, No. 3, Article 89. Publication date: September 2025.



89:22 = EarCSl. Yongzhi Huang et al..

Table 2. Reconstruction Error Across Age Groups

Age Group Y20 2025 2530 3035 3545 45

Ear IDs #1 #23 #45 #67 #89 #10
Mean Error (mnd) 2.8  2.02 5.2 3.55 3.4 3.6

Fig. 15. Reconstruction of Cross-Sectional Aré&® for di erent Ear Canal Models. Dashed lines denote estimated profiles;
shaded regions indicate distance-dependent reconstruction error range.

4.7 Reflection-Aware Modeling of Ear Canal Transmission

With the cross-sectional area function'@ reconstructed in the previous section, we now turn to a forward
modeling task: characterizing the frequency-dependent acoustic transfer function of the ear canal under normal
listening volumes.

Although the Webster equation provides a rigorous theoretical basis for modeling wave propagation in
non-uniform ducts, it is challenging to solve directly in embedded or real-time applications, due to its variable-
coe cient nature and complex boundary conditions. Numerical solutions typically require computationally
intensive.

To address this limitation, we develop a computationally e cient transfer matrix model that leverages the
previously reconstructed geometry:@ and models the cumulative e ects of local impedance mismatches and
internal re ections across ear canal segments.

This formulation bridges the gap between theoretical acoustics and practical signal processing, enabling us to
compute the overall transfer function (51 5° with high accuracy and low computational cost. It also enables us
to analyze the ne-grained spectral characteristics of the canal under typical listening conditions a crucial step
for downstream tasks, such as personalized tting or channel compensation.

To accurately replicate the canal's acoustic characteristics, we propose an enhanced transfer matrix approach
that incorporates position-dependent cross-sectional aré& and acoustic impedandel@, discretizing the
canal into multiple small segments. Within each segment, the relationships between sound pressure and particle
velocity are expressed in terms of a transmission matrix, which cumulatively accounts for the canal's complex
internal geometry and impedance variations.

Using this method, we iteratively combine the individual segment matrices to obtain the overall transfer
function 15° of the ear canal (complete derivation in Appendbppendix E ). Recognizing that single-re ection
approximations are insu cient for precise modeling, we further include multiple internal re ections, represented

Proc. ACM Interact. Mob. Wearable Ubiguitous Technol., Vol. 9, No. 3, Article 89. Publication date: September 2025.



Reconstructing Ear Canal Channels for Fine-Grained Detection of Tympanic Membrane Change89:23

by a nite geometric series with re ection coe cientA and calculate the total re ection cour# based on
measured frequency response peaks.

Speci cally, we determine the starting point for resonant frequency identi cation based on the estimated
canal length and the known speed of sound in air, and then calculate the re ection count from the measured
stabilization times of the acoustic signals (see Y 4.8). This re ection-aware cumulative transfer funggigi5°
accurately characterizes the canal's acoustic channel under normal listening volumes.

As illustrated in Figure 16, conventional approaches that assume constant impedance fail to capture the detailed
spectral characteristics. In contrast, our Re ection-Aware Modeling (Figure 17) achieves close agreement with
actual measurements across the relevant frequency range, providing precise and robust modeling of complex ear
canal acoustics.

Fig. 16. CSI estimation using traditional method Fig. 17. CSl estimation based on our method

4.8 Temporal Requirements for Reliable Ear-Canal Acoustic Sensing

Although the human ear canal is relatively short typically 25 to 40 mm the theoretical sound propagation
time across this distance (at approximately 343 m/s) is extremely brief, on the order of 70 120 microseconds.
Therefore, in theory, this suggests that the system could recover the full acoustic response with very short data
capture windows.

To empirically quantify the minimum required duration for capturing a reliable frequency response, we
conducted controlled experiments using a test-canal phantom. The headphone head was inserted into the injection
port, and the internal volume was adjusted with a movable piston with a constant basal area. Measurements
were conducted across small incremental volumes, primarily to ensure robustness against minor geometric
perturbations. At the same time, the primary focus remained on evaluating how signal duration a ects the
stability of spectral features. Starting from a baseline calibration at 25 mm, broadband measurements (4 8 kHz)
were collected at incremental volumes (1 mm steps), with ve repeated trials per setting to evaluate spectral
stability.

Despite the extremely short physical propagation time through the ear canal, varying the excitation duration
revealed an unexpected constraint: even with a 25 mm-long canal, 0.1-second signals failed to produce stable
frequency response curves, with no clear spectral troughs observed. Surprisingly, extending the signal duration
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to 0.2 seconds resulted in stable, well-de ned spectral structures (Figure 18). This nding highlights an important
divergence: it is not the acoustic distance alone, but practical sensing requirements shaped by hardware-induced
dispersion, that determine the minimal e ective data capture window in ear-canal sensing.

These e ects accumulate across the signal chain, broadening the response in time and necessitating longer
excitation to capture the complete system behavior. Speci cally, group delay from transducers, analog-to-digital
conversion smoothing, codec-induced bu ering, and system-level latency all contribute to elongating the response
duration. Consequently, even in short, 25 mm ear canals, a minimum excitation duration of at least 0.2 seconds is
required to reliably estimate the frequency response. This nding o ers critical design insight for real-world
ear-canal sensing systems, particularly under mobile or embedded constraints.

Fig. 18. Temporal Constraint for Reliable Frequency Response Capture in Ear-Canal Sensing

5 Interference Mitigation

Unlike fully calibrated medical devices, such as Titan, which have extremely low noise levels, commercial
microphones present additional challenges, even with the precise reconstruction of the ear canal's channel. These
challenges include microphone performance issues such as background noise, varying frequency response curves,
nonlinear distortion in received signals, and irregular increases in signal volume. In this chapter, we focus on
these challenges and the corresponding solutions.

5.1 Background Noise Suppression

Commercial headphones and microphones, unlike medical-grade equipment, inevitably introduce low-level
background noise through analog circuitry, digital conversion, and power-related interference. Figure 19 illustrates
this phenomenon: even without any transmitted signal, the observed waveform still uctuates, with sliding-
window energy reaching approximately 3% of the normalized full scale, highlighting a persistent baseline
disturbance that must be addressed.

Given this noisy environment, the received sigr#lC can be expressed as:

AC=BC e, <1C car, AelC, =1C-

whereB'C represents direct re ectionss 1C represents multipath and multiple re ection#:1C is the known
source signal, and!C denotes system noise.

Although A¢s1C is known, direct subtraction is infeasible in practice due to transducer group delay, frequency-
dependent distortion, and hardware-induced temporal smearing. Therefore, we treat the suppressigh®faind
its artifacts as an Acoustic Echo Cancellation (AEC) problem, requiring adaptive estimation of the transformed
source component.
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Fig. 19. Residual system-level noise observed in the absence of acoustic signals. Despite no excitation, the measured signal
exhibits low-level fluctuations due to circuit and environment noise.

Instead of pursuing full AEC, we focus here on suppressing background noise and residual distortions by
leveraging signal decomposition. We apply Empirical Mode Decomposition (EMD) to extract intrinsic components
of the observed signal. The decomposed Intrinsic Mode Functions (IMFs) are then denoised via wavelet shrinkage.
Daubechies Wavelets are employed to attenuate persistent high-frequency background interference, while Haar
wavelets are more e ective at mitigating impulsive and transient artifacts. Finally, wavelet-denoised IMFs are
reconstructed and summed to yield the nal cleaned signal.

5.2 Sound Leakage Detection

Through deployment experiments, we observed that even small sub-millimeter gaps between the headphone
and canal wall can introduce signi cant signal deviations, degrading Channel State Information (CSI) estimation
and destabilizing ear-canal-based sensing. While often overlooked as a minor nuisance, such mis ts introduce
systematic distortions to the channel response, especially in the low-frequency range.

These leakage e ects are di cult to isolate and quantify in physical experiments due to uncontrollable in-ear
variability and the compliance of soft tissue. To address this, we built a 3D simulation using COMSOL Multi-
physics. The model incorporates realistic ear-canal geometry and deformable boundary conditions, simulating
the headphone canal interface under loose- tting scenarios. We found that even a 0.8 mm slit between the
headphone and canal produces measurable energy leakage. As shown in the left panel of Figure 20, the simulation
visualizes energy escaping through a lateral slit, con rming that even minimal gaps lead to directional acoustic
leakage. The right panel shows that this leakage disproportionately attenuates the low-frequency response,
severely distorting CSl readings and compromising the reliability of spectral reconstruction.

We propose a lightweight spectral energy monitoring algorithm to detect loose- t conditions in a hardware-
agnostic manner. The method tracks the relative proportion of low-frequency energy (e.g., <1.5 kHz) within the
total spectral power and xed time intervals (e.g., 100 ms). A signi cant drop in this ratio across successive time
windows indicates an unstable t. Unlike pressure sensors or auxiliary IMUs, our solution operates purely on
audio stream features and is deployable on commercial devices.

When the low-frequency energy ratio deviates beyond a learned threshold, the system ags the headphones
as unstable and triggers an alert mechanism. To improve detection robustness, we compute the mean and
standard deviation of the energy ratio over multiple windows and apply a thresholding strategy based on
empirical calibration, minimizing false positives. This insight enables lightweight t detection solely from spectral
observations, without requiring hardware modi cation.
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Fig. 20. Acoustic leakage from loose-fi ing headphones. Le : Simulated energy escape through a 0.8 mm slit. Right: Frequency
response degradation under varying slit conditions.

5.3 Motion Artifact Rejection

During daily usage, minor shifts in headphone orientation due to motion, loose t, or jaw movement can alter

the headphone canal coupling and distort the measured frequency response, as shown in Fig. 21. Although
these changes are transient and subtle, they result in signi cant CSI deviations that compromise reconstruction
accuracy. Since averaging across such corrupted frames may introduce bias, it is crucial to promptly identify and
reject them with minimal computational overhead.

Through deployment experiments, we observed that signal alignment with the ear canal strongly a ects the
phase behavior of the acoustic transfer functiorl °. When the headphone is stably aligned, the imaginary
component of the response exhibits near-linear scaling with frequency,#fe.,*l °g / | . In this case, the
normalized phase slope
=f 1] °g

I
remains at across frequencies (Figure 22, Line: Well-Fit). However, misalignment causes angular multipath
distortions, causing 1 ° to exhibit frequency-dependent uctuations. The corresponding phase curve also
deviates from linearity (Figure 22, Line: Loose-Fit), signaling unstable headphone wearing.

Thus, this phenomenon can be used to monitor whether the headphone's position has shifted by analyzing
changes in the frequency response curve. When the headphones are rst worn, we record the initial frequency
response curve ol °. Subsequently, new frequency response curved ° are recorded periodically. To detect

DHe=
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Fig. 21. lllustration of headphone misalignment: Proper vs rotated orientation.

Fig. 22. Phase behavior under motion-induced misalignment. Le ° remains flat in well-fit condition, but fluctuates
when loose-fit. Right: The phase response deviates from linearity under loose fi ing.

motion-induced artifacts, we periodically record the acoustic transfer functiogl °© and analyze two key
features: The normalized imaginary slopetl ©==f ¢!l °gs , and the phase responéé ¢!l °. These features
are then compared against baseline measurements recorded during initial alignmgh®.
Under stable alignment, 1l °remains atandU ¢l °exhibits alinear trend. In contrast, multipath interference
causes these features to uctuate when the headphone orientation shifts. We ag a segment as corrupted when
shows strong frequency-dependent deviation or when phase linearity breaks down. To ensure reliable phase
analysis, we suppressed high-frequency jitter and small uctuations during signal processing, as they could
introduce unstable interference in phase calculations. The former captures imaginary-part amplitude deviation
over time, while the latter re ects angular instability by measuring phase nonlinearity with frequency. Therefore,
this lightweight algorithm enables real-time detection of motion-induced instability using minimal spectral
features and can be easily deployed on commercial systems, such as mobile systems.

5.4 Nonlinear and Environmental Distortions

Accurate detection of subtle tympanic membrane movements requires precise modeling of the ear canal's acoustic
response. However, our experiments in Y 3 revealed that microphone-induced nonlinearities and environmental
variability (e.g., temperature, earwax) signi cantly distort the frequency response, leading to increased detection
error. We identify two primary sources of distortion in our system:

Nonlinear Acoustic ResponSadden signal peaks or rapid spectral transitions common in real-world stimuli
such as music can exceed the linear capture range of microphones or ampli ers, causing distortion artifacts and
spectral leakage.

Environmental InstabilityVariations in ambient temperature or in-canal conditions alter the impedance pro le
of the ear canal, shifting the spectral distribution and degrading model performance.
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The following sections propose tailored solutions to each challenge, using signal-level compensation for
nonlinear e ects and distribution-level correction using FID and calibration models.

Fig. 23. Nonlinear E ects Observed in Microphone Sig-Fig. 24. Comparison Between Reconstructed Nonlinear
nals even under Low Playback Volume Signal and Ground Truth Signals Profiles

5.4.1 Nonlinear Interferendeeal-world audio signals particularly music contain transient dynamics and
high-frequency components that can exceed the linear response range of the microphone used in headphones.
As shown in Figure 23, even modest playback volumes produce signi cant nonlinearities, especially in frequency
bands where the microphone diaphragm or preamp chain begins to saturate.

Nonlinear e ects pose two signi cant challenges. First, they result in severe frequency leakage, generating
spurious frequency bands and resonant frequencies. These artifacts cause signi cant spectral shifts, resulting in
incorrect detection of tympanic membrane retraction. Second, it becomes di cult to accurately determine the
presence of tympanic membrane retraction signals during nonlinear interference, further compromising system
reliability. To address these issues, we evaluate the amplitude of the received signals. If the amplitude remains
above an empirical threshold for a speci c duration, we classify the signal as exhibiting nonlinear e ects and
temporarily suspend the detection of tympanic membrane retraction.

Next, we apply compensation to the signals. Naively applying high-order polynomial interpolation to correct
distorted signals introduces oscillations at the interpolation boundaries, known as the Runge phenomenon. To
mitigate this, we decompose the signal into multiple frequency bands using bandpass Iters and apply cubic
spline interpolation within each sub-band. This balances tting accuracy and smoothness while preserving
local signal structure. Subsequently, we calculate the ampli cation ratio of the microphone signal relative to
the original signal and adjust the amplitude within the parameters of the cubic spline interpolation to achieve
compensation. This approach makes the system lightweight and interpretable, compared to full-model nonlinear
system inversion, making it more suitable for resource-constrained systems. As shown in Figure 24, our approach
signi cantly improves the reconstruction of nonlinear signals and improves signal delity in distorted regions.

5.4.2 Adaptive Compensation for Environmental Varialithtgn slight changes in ambient temperature, air
pressure, or ear-canal blockage (e.g., by cerumen) can lead to noticeable spectrakshitis Ehown in Figure 25.
While prior work often overlooks such factors, we nd that a C@temperature shift already introduces measurable
frequency deviations, which signi cantly a ect model predictions.

Such frequency response distortions alter the overall data distribution, leading to a decline in classi cation
model accuracy. To address this challenge, we designed an adaptive correction mechanism that dynamically
adjusts the model in response to observed shifts in the distribution. To detect and correct such distribution
shifts, we employ the Fréchet Inception Distance (FID), originally developed for evaluating generative models,

Proc. ACM Interact. Mob. Wearable Ubiguitous Technol., Vol. 9, No. 3, Article 89. Publication date: September 2025.



Reconstructing Ear Canal Channels for Fine-Grained Detection of Tympanic Membrane Change89:29

Fig. 25. Impact of Environmental Variability

as a principled metric for comparing feature distributions. FID quanti es the Wasserstein-2 distance between
Gaussian approximations of the train-time and test-time LDA-transformed feature spaces.

In practice, we rst use the LDA model for initial classi cation based on the training data before environmental
changes occur, allowing for low-volume probing signals. We then add a new step to account for dynamic shifts.
Since data distributions vary across dimensions, we apply k-means clustering to the low-dimensional projected
data/ obtained from LDA, dividing it into multiple categories. By periodically computing FID, our system
dynamically detects environmental drift and adjusts the projection space and classi cation boundary accordingly.
When environmental changes occur, we calculate the FID to measure the distribution distance between the
original and current test datasets in the LDA feature space. This enables vectorized adjustments to the LDA
model.

Furthermore, we observed that obtaining the ideal frequency response curves of the microphone under di erent
environments and using these curves to correct the signal, combined with the FID method described in this
section for superimposed processing, can further enhance the signal recovery performance (the experiment is
conducted in Y 8.1).

5.5 Classification with Reconstructed Features

To enable ne-grained health monitoring tasks, we integrate a lightweight classi cation module that operates
on reconstructed acoustic features. These features, extracted from the frequency response curve, encode subtle
variations in canal geometry and re ective characteristics.

We extract two primary descriptors: time-domain asymmetry from paths, and spectral shifts caused by
retraction-induced impedance changes. Given the relatively high dimensionality of raw spectral features, we
apply Linear Discriminant Analysis (LDA) to project them into a low-dimensional space optimized for class
separation. The projection vectdr is obtained by maximizing the Fisher criterion:

_FGF
F) (gF
Where(1 and(r denote the between-class scatter matrix and within-class scatter matrices, respectively. This

classi cation step leverages the earlier reconstruction pipeline to isolate meaningful structure in the signal,
enabling accurate detection of subtle acoustic variations with minimal computational cost.

lFO

6 System Overview

Our system reconstructs ear canal acoustics and enables inference of health states using commercial headphones.
It consists of three core componentShannel Reconstruction Module , Interference Mitigation Module
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Fig. 26. System Overview

andHealth State Classi cation Module , with tightly coupled data ow and lightweight computation designed
for mobile deployment.

The pipeline begins in th&€hannel Reconstruction Module (Y 4.4), where we emit a wideband probing
signal (Y 4.1) and extract the frequency response. We estimate canal length through two complementary methods:
aPeak-Trough Based Coarse Estimation (Y 4.2.2) and a novBpectral Angle Peak Spacing-Based Shortest
Path Estimation (Y 4.2.3), which leverages spectral geometry to constrain the physical range of canal length.

We then recover the cross-sectional pro [et@ through multiple strategies: th&e ection Coe cient-

Based Recursive Estimation (Y 4.4), th&ast Geometry Inference (Y 4.5), and a globally robuRbbust Global
Optimization Framework (VY 4.6), which integrates length priors and spatial smoothness constraints. With the
reconstructed @, we compute the frequency response usinga ection-Aware Transfer Matrix Model

(Y 4.7) that accounts for cumulative multi-path propagation. We further quantify Kfieimum Temporal
Duration Requirement for stable frequency response acquisition via re ection convergence modeling (Y 4.8).

The Interference Mitigation Module (Y 5.1 5.4) enhances signal quality by addressing ambient and system-
level artifacts. It consists of: Wavelet-EMD-Bas@dckground Noise Suppression (Y 5.1), Spectral Energy
Ratio-Based.oose-Fit Detection (Y 5.2), Normalized Imaginary Slope-Basklbtion Artifact Rejection
(Y 5.3), Subband Spline CompensationNonlinear Distortion (Y 5.4.1), FID-Basédlaptive Calibration for
Environmental Drift (Y 5.4.2).

The Health State Classi cation Module (Y 5.5) operates on reconstructed frequency-domain features such
asTime-Domain Asymmetry andSpectral Notch Shift , projecting them into a low-dimensional space via
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Fig. 27. The In-Ear Microphone Deployment

Fisher-Criterion-Optimized LDA , enabling accurate tympanic state recognition with minimal computational
cost.

7 Experimental Setup
7.1 System Configuration and Deployment

We implemented a complete end-to-end ear canal acoustic channel reconstruction system and deployed it on a
smartphone running Android 13. The hardware platform was equipped with a Snapdragon 8 Gen 2 processor
and 8 GB of RAM. The headphones used in the experiments were commercially available in-ear headphones
(Fig. 27), for which we integrated a custom microphone acquisition module. For high- delity audio capture, the
headphones connected to the phone via a standard 3.5 mm analog interface, using a USB-C to 3.5 mm adapter
and leveraging the USB Audio Class 2.0 protocol. Audio data was acquired using Android's AAudio API with
Pro Audio mode and MMAP (memory-mapped I/0) enabled, capturing acoustic signals at a sampling rate of
48 kHz. The system continuously segments audio into 1-second segments, after which all processing channel
reconstruction, interference mitigation, and health state classi cation is performed locally on the device. The
total computation time for each inference cycle was 168.38 ms, ensuring real-time performance.

7.2 Data Collection

We collected ear canal signals and ground truth data from 44 volunteers (24 males and 20 females, totaling 88 ears)
using commercial headphones and professional-grade equipment. These participants spanned a wide range of
ages (Figure 28), including individuals under 20 and over 45, ensuring anatomical diversity across developmental
and aging stages. This demographic spread supports our evaluation of model robustness across varied canal
morphologies. To evaluate generalizability across hardware platforms, we further conducted recordings using a
secondary MEMS microphone (ICS-40720, analog, SNR 70 dBA, sensitivity 38 dBV/Pa, 75 Hz 20 kHz) under the
same experimental protocol.

Fig. 28. Age distribution of the 44 participants involved in signal collection, illustrating demographic diversity across six age
groups.
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The volunteers' wideband tympanic membrane retraction thresholds (WB ARTS) ranged from 65 to 105 dB.
Note that bandwidth variations can in uence tympanic membrane retraction thresholds; hence, we used wideband
data to ensure consistency and reliability. All ground truth and ear health data were obtained using the FDA-
approved Interacoustics Titan tympanometer, a professional medical device valued at $40/080d operated
by professionally trained personnel.

The baseline experiments were conducted in a professional anechoic chamber to minimize external noise
interference with tympanic membrane retraction measurements. To comprehensively evaluate the model's
performance, we divided the 44 ears into three groups based on the volunteers' hearing health (WB ART values):
ART-1 (normal hearing, 65 75 dB;, = 44), ART-2 (mild hearing loss, 80 85 dB,= 20), and ART-3 (severe hearing
loss, 90 105 dBs = 24).

We collected ear canal signals from all volunteers and used a 35 mm straight tube as a control. Aud acoustic
signals speci c to each experimental phase were played during data collection, including wideband white noise
(20 20 kHz), piano tones at di erent pitches, sounds from various instruments, and musical signals. The playback
volume was adjusted to remain within a safe range for human hearing (50 90 dB), corresponding to the secure
volume range of smartphones. The total data duration exceeded 400 hours for the average person. Additionally,
this study was approved by the ethics committee of our institution, and all experiments were conducted in
accordance with ethical and safety standards.

7.3 Hardware Robustness Evaluation

To evaluate whether the choice of microphone hardware introduces signi cant variability in signal acquisition,
we repeated the core detection experiments using an alternative commercial analog MEMS microphone: ICS-
40720 (SNR: 70 dBA,; sensitivity: 38 dBV/Pa; frequency response: 75 Hz 20 kHz). This device di ers slightly in
sensitivity and bandwidth from the SPH8878LR5H-1 (SNR: 67 dB; sensitivity: 44 dBV/Pa), which was used in
our main experimental setup.

During the test, ve musical signals spanning a broad frequency range (250 Hz 15 kHz) were played, and both
microphones recorded the acoustic responses simultaneously under identical experimental conditions. As shown
in Figure 29, the two microphones yielded nearly identical frequency responses across the entire spectrum, with
di erences within 0.1 dB at most frequencies.

These results con rm that both microphones exhibit comparable response characteristics when used within our
system and that the selection of either device does not meaningfully a ect the experimental outcome. Therefore,
the subsequent results are based on the SPH8878LR5H-1 microphone.

Fig. 29. Frequency response comparison between ICS-40720 and SPH8878LR5H-1 microphones. Five music tracks were
played, and amplitude spectra were captured and averaged.
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7.4 Evaluation Metrics

One ear from each group was randomly selected as the training set for data partitioning. Notably, the training
set did not include any musical signals. During testing, the emitted signals varied according to experimental
requirements and included wideband acoustic signals, piano tones at di erent sample rates, sounds from various
instruments, and musical signals. The experimental data were de ned as follows: positive samples indicate
tympanic membrane retractions, while negative samples represent the absence of tympanic membrane retraction.
All experiments were conducted within a safe volume range (50 90 dB), and tympanic membrane retraction
events were manually annotated based on ground-truth measurements across di erent WB ART groups. To
address the imbalanced dataset, we used both accuracy and speci city to quantify the model's performance in
detecting tympanic membrane retractions to address the imbalanced dataset. Accuracy is de Aed@scy=
W}LA’)%—#, where) % represents true positive$# true negatives,% false positives, and# false negatives.
This metric measures the proportion of correctly classi ed instances in the overall classi cation. Speci city
is de ned asSpeci city = )—#)#—%, which evaluates the model's ability to correctly identify negative samples
(i.e., data without tympanic membrane retractions). These two metrics are closer to 1, indicating that the model
performs better in detecting tympanic membrane retractions.

8 Evaluation
8.1 Ablation Study and Module Contribution Analysis

Table 3. Accuracy and Inference Latency for Di erent System Configurations

Con guration Accuracy (%) Latency (ms) Accuracy Gain
Raw Input (No Processing) 34.01 37.9

+ Channel Modeling Only 80.45 93.5 N46.44%
+ Interference Mitigation Only 59.20 81.6 N 25.19%
+ Full System (All Modules) 95.91 168.4 " 61.90%

Table 4. Accuracy Drop When Removing Individual Interference Mitigation Submodules

Removed Submodule Accuracy Drop (%) Remaining Accuracy
FID-Based Environmental Adaptation _9.95 85.96
Nonlinear Distortion Correction _8.71 87.20
Background Noise Suppression _4.38 91.53

To evaluate the contribution of each system component, we conducted a structured ablation study based on the
system architecture presented in Section 6. Table 3 reports the performance under di erent module con gurations,
with all experiments performed under consistent conditions.

We rst con rmed that the Minimum Temporal Duration Check ensuring broadband signals are at least
0.2 seconds is foundational to the entire pipeline. Without this check, the system fails to capture complete
re ections, causing all modules to degrade, and the detection accuracy drops to 13.41%, barely above a zero
classi er. All other modules assume its presence.

Next, the Channel Modeling Module emerged as the single most impactful component. With only this module
enabled (alongside the duration check), accuracy increases sharply from 34.01% (raw input) to 80.45%. This
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validates that spectral re ections, when correctly modeled, contain su cient cues for detecting the state of the
tympanic membrane.

Beyond modeling, the interference mitigation components further enhanced performance. Speci cally, the
Background Noise Suppression provided a 4.38% boost by smoothing minor uctuations in spectral energy
that might otherwise trigger false positives. Nonlinear Distortion Correction added 8.71%, re ecting that while
nonlinear artifacts are relatively infrequent, they severely corrupt the spectrum when present. To validate the
system's adaptive capabilities, we conducted experiments using two sets of similar ambient temperature data
(24C and 26.%0). The results show that without FID-Based Adaptive Calibration, even slight environmental
drift, such as temperature variations, was particularly e ective, contributing a 9.95% gain. This underscores how
gradual changes, such as heat accumulation near the ear, can signi cantly distort signal statistics and validates
the utility of continuous feature space adaptation.

8.2 Accuracy Latency Trade-o

Table 5. Latency Breakdown for Each Module (Snapdragon 8 Gen 2)

Module Max (ms) Average (ms)
Channel Reconstruction 250 70
Noise Suppression 125 50
Leakage Detection 25 10
Motion Artifact Rejection 25 10
Nonlinear Distortion Compensation 42 15
Environmental Adaptation (FID) 17 5
Classi cation 17 8
Total System (Average) 168
Worst-Case Runtime 500

We further analyzed the runtime contribution of each module under realistic deployment settings. Table 5
summarizes the latency pro le across all modules, measured on a Snapdragon 8 Gen 2 device with 8GB RAM
(see Section 7). The Channel Reconstruction Module dominates computation, with latency ranging from 10
ms (for minimal FFT-based estimation) to over 250 ms (in con gurations using dense segment re nement or
regularized global optimization), averaging 70 ms. Interference-related modules, including Noise Suppression,
Leakage Detection, and Motion Rejection, each contribute lightweight yet essential Iltering steps, with a typical
latency of below 50 ms combined.

The Nonlinear Compensation and Environmental Adaptation steps introduce small overheads but provide key
robustness gains, averaging 15 ms and 5 ms, respectively. The nal Classi cation Module takes under 10 ms on
average. Overall, the complete system averages 168 ms per second of audio input, with a worst-case runtime of
less than 500 ms, con rming real-time compatibility under practical conditions.

8.3 Model Generalization on Musical Inputs

To assess EarCSl's generalizability under real-world acoustic variations, we conducted a series of tests using

unstructured musical inputs without retraining or ne-tuning the model. A total of 15 participants were recruited

from six distinct age groups (2 participants under 20, 3 between 20 and 25, 3 between 25 and 30, 3 between 30 and
35, 2 between 35 and 45, and 2 over 45 years old), ensuring demographic diversity. Each participant performed 20
randomized trials, totaling 300 evaluations per condition.
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Fig. 30. Detection performance across five piano tones (A0, E2, C4, G#5, B6).

Fig. 31. Detection performance using di erent musical instruments playing monotone E3.

Monotone TonegVe evaluated the system on ve monotone piano tones (A0, E2, C4, G#5, B6) played at 50 90
dB SPL. Each tone was played twice per subject, with the order randomized across sessions. As shown in Figure 30,
the system achieved high median accura¢y@0%) and speci city (0.8 1.0), demonstrating strong robustness
across tones with distinct spectral structures.

Diverse Instrument Timbred/e further tested the system with six di erent instruments (Trumpet, Flute,
Bass Guitar, Xylophone, Koto, Zither) playing the same tone (E3). Despite their varied timbral properties and
attack dynamics, the system maintained a median speci city near 1.0 and accuracy between 0.7 and 1.0 across
instruments (Figure 31). Detection performance was relatively lower for instruments like the Flute and Zither,
which exhibit softer onsets and narrower spectral bandwidths. Nevertheless, results con rm the system's ability
to generalize across acoustic domains without model retraining.

8.4 Auditory Reflex Monitoring Under Safe Listening Volumes

While consumer audio systems typically de ne safe volume thresholds (e.g., 85 90 dB SPL), these limits do not
account for individual di erences in tympanic membrane sensitivity. To explore whether re ex events still occur
under such conditions, we applidgarCSiin a passive monitoring mode during real-world music playback.

Figure 32 presents representative detection results from one participant per ART group, selected from normal
(65 75 dB), mild (80 85 dB), and severe (90 105 dB) wideband acoustic re ex threshold categories. The red-
shaded regions highlight time segments during which re ex-like retractions were detected, despite the playback
remaining within safe volume limits.

Participants with lower ART thresholds exhibited more frequent re ex responses, while those with elevated
thresholds showed fewer or no retractions. These results illusti&EdeCSk capability to monitor the auditory
self-protection mechanism under normal listening conditions unobtrusively, providing personalized auditory risk
insights beyond static volume metrics.

To further investigate how hardware variation may in uence auditory re ex detection under the same acoustic
conditions, we conducted an additional experiment using four commercial headphones A (Apple), H (HP), O
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